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Abstract

This paper describes a NLG system, devel-
oped by students at Heidelberg University,
that generates instructions that direct users
through virtual environments. The NLG
architecture is implemented as a modular
pipeline consisting of elementary compo-
nents. The system has been developed
for participation in the 2nd installment of
the Generation Instructions in Virtual En-
vironment (GIVE) challenge.

1 Introduction

The purpose of generating instructions in the
GIVE (Byron et al., 2009) framework is to inform
a person of how to pick up a well-hidden trophy.
Generating instructions for this task poses difficul-
ties on various conceptual levels such as planning
the sequence of actions to be executed, selecting
landmarks (i.e., recognizable objects) in the en-
vironment, and splitting the task into appropriate
single instructions that allow for successful navi-
gation using the selected landmarks as reference
points. The GIVE framework provided by the or-
ganizers already solves the first part of the chal-
lenge, computing a plan of actions. However, a
full-fledged NLG system is still needed for the
subsequent tasks.

The system described here uses a number of
techniques proposed in previous research to gener-
ate instructions that efficiently guide users through
the virtual environment of GIVE-2 (Koller et al.,
2010). We designed a NLG architecture as pro-
posed in the literature (Reiter and Dale, 2000) con-
sisting of simple pipeline components. The result-
ing system can be considered as a sort of baseline
implementation as we did not perform any evalua-
tion on our own nor did we add any enhancements
prior to the public evaluation by the GIVE orga-
nizers.

The remainder of this paper is structured as fol-
lows: In Section 2, we discuss the overall system
architecture and the implementation of each com-
ponent. Section 3 gives an overview of the system
results achieved in the GIVE-2 challenge. Finally,
we conclude and discuss future work in Section 4.

2 Architecture

The architecture chosen for our system is a stan-
dard pipeline infrastructure following the tradi-
tional approach described in the literature (Reiter
and Dale, 2000). It consists of a discourse plan-
ner, which filters and combines messages, a sen-
tence planner, which decides on the expressions
to use for a given message, and a surface real-
izer, which generates grammatical and informa-
tive natural language sentences using these expres-
sions. The following subsections describe each of
the three components in more detail.

2.1 Discourse Planning

The discourse planning component takes as input
an already computed plan from the GIVE API.
The given plan consists of a list of actions that the
user has to take in order to reach the trophy. Each
of these actions is encoded in a so-called atom,
which consists of a predicate (“move”, “manip-
ulate”, “take”) and possibly multiple arguments
(references to, e.g., where to move and what to
push or take). In order to present an appropri-
ate amount of relevant information to the user, the
discourse planning component performs a filtering
step and an aggregation step. Both methods reduce
the number of messages in the given plan.

Filtering. In this step, the plan is reduced to en-
sure that each instruction only consists a limited
number of actions. This is simply achieved by re-
moving all atoms beyond the next “manipulate”
predicate.



Aggregation. This method combines several
“move” predicates based on a visibility analysis,
i.e., if the designated goals of two predicates are in
the same line-of-sight, the predicates will be com-
bined to one new “move” predicate.

2.2 Sentence Planning

Given the filtered and aggregated plan from our
discourse planning component, the sentence plan-
ning component computes the linguistic expres-
sions necessary to generate a natural language in-
struction. At first, a pattern-based turning direc-
tion is computed to make sure the user faces the
goal of the instruction. Depending on whether the
goal is a button that needs to be pushed or a cer-
tain point in a room, either a unique referring ex-
pression is generated or a lexeme is simply chosen
from a list of synonyms.

Turning. The sentence planning component
computes a turning direction in order to make sure
that the goal of the instruction is visible to the user.
The following 9 directions are used depending on
the angle between the object and the orientation of
the user: right, left, half right, half left, slightly
left, slightly right, left around, right around, and
around.

Referring Expression Generation. We imple-
mented a variation of Krahmer et al.’s graph al-
gorithm (2003) to generate referring expressions.
Due to time constraints, the component is simpli-
fied in that it does not perform an exhaustive check
for isomorphic graphs. To still avoid overly am-
biguous expressions, type and color information
are added to the referring expression by default.

Lexicalization. In case the goal of an instruction
is an object or region that can already be uniquely
identified by its type, the lexicalization component
is used to find an appropriate lexeme. The compo-
nent is a hard-coded data structure that maps se-
mantic concepts to lexemes selected from corre-
sponding WordNet (Fellbaum, 1998) synsets.

2.3 Surface Realization

Given the input from the sentence planning com-
ponent, our surface realization generates a varia-
tion of natural language sentences via the realiza-
tion engine SimpleNLG (Gatt and Reiter, 2009).
The component further adds variation to the gen-
eration process by adding modal verbs and using
different sentence patterns.

SimpleNLG. SimpleNLG is a simple Java li-
brary that can be used to generate grammatical
sentences from a syntactic input structure. In our
work, we used version 3.8 from Ehud Reiter’s
website1.

Syntactic Input. We compute a syntactic in-
put structure for SimpleNLG by combining the
linguistic expressions from the sentence planning
component. Typically, each computed expression
is used as the object of a sentence with the sen-
tence predicates being equal to the predicates in
the plan. Most instructions are imperatives but
some natural variation is added by using modal
verbs such as “should”, “must” and “have to” as
well as passive and active constructs. Here are
some resulting outputs:

- “Go to the green button and push it.”

- “You should press the yellow button.”

- “Walk to the door and go ahead.”

- “Turn slightly left and walk to the red button.
It should be pressed.”

3 Results

The organizers of GIVE-2 compiled a number of
evaluation results including objective and subjec-
tive measures (cf. Koller et al. (2010) for an exten-
sive overview). All participants were additionally
provided with log files of played games and filled-
out questionnaires. The following sub-sections
give an overview of the results of our system in-
cluding an interpretation of these results and an
error analysis on reviewed games.

3.1 Statistical Evaluation

Out of 365 valid games, the users only solved
the actual task in 11% of the cases, putting the
system into the lower midfield in comparison to
other challenge participants. Each given instruc-
tion contained an average of 11 words compared
to 6-18 for other systems. For all other objective
measures (duration/distance needed to solve the
task and number of actions/instructions for task
completion), no significant difference can be ob-
served between our system and better performing
ones.

In addition to these objective measures, the or-
ganizers asked users to fill out a questionnaire for

1http://www.csd.abdn.ac.uk/˜ereiter/
simplenlg/



subjective evaluation of each system. Here we per-
formed among the worst, both regarding quality
and emotional effect. On average, users rated our
system and its instructions as the most annoying,
robotic and unfriendly among all participating sys-
tems. The ratings further indicate a noticeable lack
of good timing and clarity.

3.2 Error Analysis

We manually reviewed 106 game replays to iden-
tify frequent error sources and to analyze major
flaws in our system. 51 out of 106 (48%) ana-
lyzed games were lost because users stepped on
so-called alarm tiles in the virtual world, 43 games
were cancelled (41%) and 12 games were success-
fully finished.

Lost games. Probably the most common prob-
lem is that our system only produces straight-
forward instructions without providing the user
with thorough background information. We found
that in 24 cases (47%), users lost the game because
they were not aware of the effect of alarm tiles at
all. In 10 additional cases (20%), users were told
to go to alarm tiles but it was not clear to them
that the system actually meant a deactivated alarm
tile. In 7 cases (14%), users stepped on alarm tiles
because the system did not produce an sufficient
instruction or the instruction was badly timed. In
the remaining cases (19%), user were too impre-
cise in their movements and triggered the alarm
by accidently stepping on alarm tiles.

Cancelled games. For many cases, it is diffi-
cult to say why exactly users cancelled a partic-
ular game. We analyzed the free text feedback in
the questionnaire to find out some of the reasons.
Often users seemed to be frustrated with the fact
that the system has not always produced distinct
referring expressions. In one of the three evalua-
tion worlds, this problem made it practically im-
possible for users to make it past the first room. In
other cases, the user did not follow the instructions
of the system or did not move at all. A reason for
this might have been that instructions were not dis-
played long enough, a problem also mentioned in
the users’ feedback. We further noticed one case in
which no instruction was generated and one case
in which the user cancelled after permanently con-
fusing left and right.

3.3 Discussion

As indicated in the error analysis, the two most
severe problems of our system were the lacking
warning of alarm tiles and ambiguous referring
expressions. During development and testing, it
was not clear to us that these points would be-
come such big issues in the actual evaluation. We
believe that minor enhancements in this direc-
tion could already increase the task success rate
achieved with our system considerably.

Still, the subjective evaluation measures show
that users are also not very satisfied with the over-
all quality and friendliness of our system. We were
able to identify some reasons for this from the free
text feedback. Apart from some timing and clar-
ity problems with the currently given instructions,
many users seem to want much more background
information on the actual task. A step-by-step
generation of instructions might not be enough to
satisfy all users. Hence a much more “natural in-
teraction” with the system is needed.

4 Conclusions

We presented the Heidelberg GIVE-2 system, a
straight-forward pipeline implementation for gen-
erating natural language instructions. Though our
system performed reasonably well in comparison
to other systems in terms of objective evaluation
measures, it is one of the worst performing sys-
tems in regards to subjective evaluation measures.
Users rated the overall quality and emotional ef-
fect of the system as rather poorly. A more so-
phisticated approach is needed to not only guide
the user more successfully to his goal but also to
prevent him from becoming frustrated and giving
up.

For the next installment of the GIVE challenge,
we will improve our system with regards to the
identified problems. We will implement a better
component for referring expression generation
and extend the overall architecture to give more
information to the user throughout the game. One
example for this, inspired from previous work
by Dionne et al. (2009), would be to provide
additional feedback whenever a user comes close
to an alarm tile.
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